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implications of its deployment [1, 2]. As AI systems increas-
ingly permeate economic, social, and political domains, 
they bring forth unprecedented challenges to existing gov-
ernance structures [3, 4]. The rapid pace of AI development 
and adoption has significantly outstripped the evolution of 
comprehensive regulatory mechanisms, creating a gover-
nance gap that poses potential risks to individuals and soci-
ety at large [5].

While there is universal acknowledgment of the neces-
sity for AI regulation, the development of effective gover-
nance frameworks lags considerably behind technological 
advancements [6]. This temporal disconnect between inno-
vation and regulation engenders a precarious environment 
where AI systems may be deployed without adequate safe-
guards, potentially leading to unintended consequences or 
deliberate misuse [7, 8]. Current academic discourse on AI 
governance primarily focuses on theoretical frameworks 
and hypothetical models for auditing and certification [9–
11]. However, there is a notable paucity of research on prac-
tical, third-party, system-level certification trials that have 
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been empirically tested and iteratively refined [12]. This 
gap in the literature underscores the need for more applied 
research in this domain.

In response to these challenges, this article proposes a 
third-party, system-level AI certification framework as an 
interim solution for responsible AI governance. This certi-
fication process is conceptualized as a “stop gap” measure, 
designed to complement future legislation while providing 
immediate guidance and oversight in the current regulatory 
vacuum.

The significance of this study lies in its practical approach 
to ensuring responsible AI (RAI) development and deploy-
ment in the absence of comprehensive legislation. By pro-
viding a mechanism for assessing AI systems’ adherence 
to key pillars of responsible AI-including human rights, 
fairness, non-discrimination, explainability, and account-
ability-this framework offers a tangible path towards RAI 
implementation [13, 14].

This article makes three principal contributions: 

1.	 It examines the essential elements of a robust certifi-
cation system, identifying gaps in existing proposals 
and elucidating the need for a third-party, system-level 
approach.

2.	 Through a detailed case study of a pilot AI certification 
in the financial sector, it introduces a comprehensive 
third-party, system-level certification framework for AI 
systems.

3.	 It synthesizes insights from the case study and proposes 
opportunities to further refine and implement AI gover-
nance through responsible certification.

The structure of this paper is as follows: Sect. 2 provides a 
comprehensive background on certification processes and 
their relevance to AI systems. Section 3 explores the cur-
rent landscape of AI certification proposals and articulates 
the need for such certification. Section 4 presents a detailed 
case study of a pilot certification program in the financial 
industry. Section 5 discusses the insights gained from the 
case study and offers recommendations for future iterations 
of the certification framework. Finally, Sect.  6 concludes 
by emphasizing the potential of the proposed certification 
framework to guide AI development towards alignment 
with global standards and ethics, and suggests directions for 
future research in this critical area.

2  Background to certification

Certification serves as a crucial mechanism for providing 
reliable documentation that attests to the fulfillment of pre-
determined standards. Generally, certification programs 

involves three key actors: a standard-setting body, auditors, 
and an accrediting organization [15–17]. To obtain certifica-
tion, an entity must successfully pass an assessment con-
ducted by the auditor, who evaluates the entity’s compliance 
with standards set forth by the standard-setting body [15].

The standard-setting body plays a pivotal role in estab-
lishing the assessment criteria and audit instructions, which 
delineate how to demonstrate sufficient compliance with 
each criterion. In the context of AI systems, for instance, 
certification may require adherence to specific technical 
standards, including guidelines for accurate and safe opera-
tion [18–20].

While certification processes and methods may vary, 
they generally culminate in a comprehensive certification 
report that details the audit’s findings and conclusions. If the 
auditor determines that the organization meets the requisite 
standards, a certification is issued, confirming compliance. 
It is important to note that certification programs, as a form 
of governance, are usually not legally enforceable and are 
not bound by specific jurisdictions [21].

Figure 1 provides a visual representation of the actors, 
components, and mechanisms involved in the certification 
process. The diagram illustrates two scenarios: (A) certifi-
cation processes that include official accreditation, and (B) 
those without accreditation.

This overview of certification lays the groundwork for 
understanding its potential application in the context of AI 
systems. More in-depth examination of the theory and prac-
tice of standards and certification can be found in Busch 
[15], Marx [22], Spivak and Brenner [23]. While we discuss 
and provide examples specific to certification in the finan-
cial industry, our scope remains focused on illustrating key 
concepts rather than covering the full spectrum of financial 
sector certifications or regulatory practices.

2.1  Standards and standard setting bodies

Standards serve as unified national and international crite-
ria that provide requirements, guidelines, and procedures to 
be consistently applied in audits for a specific certification. 
This uniformity ensures that materials, products, processes, 
and services are appropriate for the audit’s focus and main-
tain consistency across different contexts [18, 24].

The scope of standards can encompass various focal 
points, including management methods, technical speci-
fications, and product characteristics. The formulation of 
standards involves collaboration among experts from gov-
ernment, industry, and academia to define the standard’s 
content or criteria, ensuring alignment with domain-specific 
best practices [25]. Standard-setting bodies formally create 
and maintain these standards, operating at different scales:
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	● International level: The International Organization for 
Standardization (ISO) oversees global standards [26].

	● National level: Bodies such as the United States Nation-
al Institute of Standards and Technology (NIST) [27], 
Canada’s Compliance in Standards and Safety Group 
[28], and the British Standards Institution (BSI) [29], 
manage standards within their respective countries. To 
attain the status of a national standard-setting body, an 
organization must fulfill specific requirements set by the 
accreditation body of the respective nation [30].

	● Domain-specific level: Organizations like the Interna-
tional Electrotechnical Commission (IEC) [31]), and 
Institute of Electrical and Electronics Engineers Stan-
dards Association (IEEE SA) [32], focus on standards 
for specific areas like information and communications 
technology.

In the financial services sector, the standards landscape 
reflects the complexity and interconnected nature of global 
financial markets. Standard-setting bodies operate across 
multiple specialized domains, addressing prudential regu-
lation, market integrity, and financial reporting [33]. Two 
such standard-setting bodies are international organizations: 
the Bank for International Settlements and Organization for 
Economic Co-Operation and Development [34]. Sectoral 
standard-setting bodies focus on the entire financial system, 
for instance the Basel Committee on Banking Supervision 
(BCBS), International Organization of Securities Commis-
sions (IOSCO), and International Association of Insurance 
Supervisors (IAIS). Additionally, specialist standard set-
ters focus on specific, complex problems. These include the 
International Accounting Standards Board (IASB), Interna-
tional Auditing and Assurance Standards Board (IAASB), 
Financial Action Task Force on Money Laundering (FATF), 
and International Sustainability Standards Board (ISSB). 

Financial standards, even at an international level, are not 
unified under any one framework or authority [34, 35].

In the context of AI system certification, standards must 
address a wide array of facets, ranging from human-system 
interaction to model performance, to effectively capture 
the diverse forms and contexts in which AI systems oper-
ate. While the ISO has developed standards for the software 
domain [31], it has yet to provide guidelines specific to AI 
systems. However, several national efforts have emerged 
to develop and implement AI standards. Notably, Malta 
has pioneered the world’s first AI certification scheme for 
responsible AI systems [36, 37]. In the United States, NIST 
has recently released new standards for AI systems, as out-
lined in President Biden’s Executive Order on Safe, Secure, 
and Trustworthy Artificial Intelligence (EO 14110). Over 
the coming years, NIST will play a leading role in devel-
oping technical standards and guidelines for trustworthy 
and responsible AI systems, aligning with the US Govern-
ment National Standards Strategy for Critical and Emerg-
ing Technology [38]. The Canadian government has also 
taken steps towards AI governance, releasing the “Direc-
tive on Automated Decision Lending” [39], which provides 
guidelines for federal institutions’ use of AI. Similarly, the 
European Union established the High-Level Expert Group 
on AI, which published “Ethics Guidelines for Trustworthy 
AI” [40].

These initiatives demonstrate the growing global recog-
nition of the need for standardized approaches to AI system 
development and deployment, setting the stage for more 
comprehensive and uniform certification processes in the 
future.

Fig. 1  Actors, components, and mechanisms of certification program development and delivery. A Certification processes including official 
accreditation. B Certification processes without accreditation
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compromise on auditor expertise and overall thoroughness 
throughout the certification process to further minimize 
costs.

In contrast, accredited certifications typically have more 
rigorously updated and standardized criteria for their audit-
ing processes [31, 46]. The distinction between accredited 
and non-accredited certification processes highlights the 
potential trade-offs between financial considerations and 
the robustness of the certification system. As the field of AI 
certification develops, careful consideration of these trade-
offs will be crucial in establishing credible and effective 
certification mechanisms that can keep pace with the rapid 
advancements in AI technology.

2.3  Auditing and auditors

In the certification process, auditors—either individuals or 
organization—are responsible for evaluating compliance 
with relevant standards. These actors possess the necessary 
knowledge to credibly assess compliance and must adhere 
to the auditing process outlined in the audit guide. Audi-
tors can be internal to the relevant standard-setting body, a 
customer assessing a supplier, or, most commonly, they can 
be an independent third party. Trust in the competence, fair-
ness, and experienced judgments of the auditors is crucial 
for the credibility of certification processes [18].

The audit process generally culminates in a final audit 
report that assesses the organization’s overall performance 
and identifies areas for improvement. If the organization 
passes the audit, it is awarded a certification mark. For 
instance, the B Corp (Benefit Corporation) logo can only 
be used by organizations whose businesses meet high-qual-
ity social and environmental business standards [47–50]. 
Once the B Corp certification has been obtained, the logo 
can be displayed on websites, or public-facing areas of the 
organization, signifying compliance with this standard. The 
financial industry is perhaps the most familiar with audit-
ing processes; a common and useful method to evaluate 
performance as part of certain accountability processes 
[51]. Annual financial audits, risk-based audits, regulatory 
examinations and more are essential to the governance and 
supervision of the financial sector [52, 53]. There is a com-
plex and well-established structure for these audits, focused 
primarily at the organizational or sectoral level rather than 
at the system level.

AI auditing or algorithmic auditing has emerged as a 
specialized form of certification. Metaxa et  al. [54, p. 6] 
define it as a “subset of audit studies focused on studying 
algorithmic systems and content”. These audits can be con-
ducted against regulatory frameworks [9, 55], or against 
existing legal standards such as anti-discrimination doctrine 
[56]. Notably, some jurisdictions are beginning to require 

2.2  Accreditation and accreditation bodies

Accreditation plays a pivotal role in formalizing the certifi-
cation process by validating its key components. This vali-
dation encompasses assessing the relevance of a standard 
to the industry, the authority of the standard-setting orga-
nization, and the expertise of auditors in evaluating adher-
ence to the standard. National accreditation bodies, such as 
the Standards Council of Canada [41], the United Kingdom 
Accreditation Service [42], and the American National 
Accreditation Board in the United States [43], are respon-
sible for carrying out these accreditation processes.

Financial accreditation and accreditation bodies operate 
on both national and international levels, encompassing var-
ious specialized areas. For instance, the Chartered Financial 
Analyst (CFA) designation, accredited by the CFA Institute, 
is often regarded as the “gold standard” in finance, while 
accounting and auditing professionals can achieve Certi-
fied Management Accountant (CMA) and Certified Internal 
Auditor (CIA) certifications, respectively. For risk manage-
ment, accreditations such as the Financial Risk Manager 
(FRM) and Professional Risk Manager (PRM) are widely 
recognized. Actuaries can achieve accreditation from the 
Society of Actuaries. Additionally, specialized fields such 
as financial planning, investment analysis, and alternative 
investments offer certifications like the Certified Financial 
Planner (CFP), Chartered Investment Professional (CIP), 
and Chartered Alternative Investment Analyst (CAIA), 
respectively. In practice, these accreditations signify that 
accredited financial professionals possess the necessary 
knowledge and skills required to perform their specialized 
roles with credibility, and that they meet the highest ethical 
and professional standards.

The accreditation process significantly enhances the 
credibility of standard-setting bodies, auditors, and the 
standards themselves. Accrediting organizations develop 
comprehensive programs to assess auditors’ knowledge and 
competence in specific standards, often based on standard-
ized audit guides and supplemented with industry-specific 
expertise. This rigorous testing ensures consistency in 
the delivery and auditing of certifications within a given 
standard.

Despite the additional credibility it provides to the cer-
tification process, accreditation is not mandatory. Figure 1 
illustrates the difference between certification processes 
with and without accreditation. Non-accredited organiza-
tions, such as FairTrade, set their own standards and train 
their own auditors. In the case of FairTrade, FLOCERT, 
their arms-length accrediting organization, is tasked with 
training and auditing [44, 45]. While this business model 
can be more operationally efficient and financially ben-
eficial, it carries the risk that standard-setting bodies may 

1 3



AI and Ethics

areas of finance. These certifications such as CFA, CFP, 
and FRM serve to validate a professional’s skills in areas 
such as investment analysis, financial planning, and risk 
management. By certifying individual competency, these 
credentials are widely recognized benchmarks of indi-
vidual proficiency, demonstrating a professional’s ability 
to meet industry standards and uphold regulatory or ethi-
cal guidelines [61]. As noted by Bonafede and Cook [62] 
such certifications are increasingly challenged to account 
for the ethical and technical complexities introduced by 
AI, which impacts the application of standards in profes-
sional conduct [63]. However, Yatter and Xie [64] argue that 
existing compliance frameworks rely heavily on individual 
accountability, professional ethics, or regulatory oversight, 
yet lack provisions for AI systems that act autonomously. 
This gap becomes particularly evident in contexts like trad-
ing and risk management, where AI systems can develop 
and execute strategies with minimal human intervention. In 
such cases, traditional enforcement paradigms-which often 
depend on identifying a human actor with intent-are chal-
lenged by the absence of a primary individual who can be 
held accountable for the AI’s actions.

Given the increasing complexity of financial technology 
and regulatory requirements, our focus shifts to the need for 
system-level certification. System-level certifications would 
ideally encompass the regulatory requirements and ethical 
considerations unique to AI applications within finance, 
ensuring that the systems driving financial transactions 
and analyses meet the high standards expected across the 
industry. One notable certification that approaches system-
level issues is the System and Organization Controls (SOC) 
reports, issued by the American Institute of Chartered Pro-
fessional Accountants (AICPA) and CPA Canada [65]. The 
SOC 2 report, based on Trust Services Criteria (TSC) for 
Security, Availability, Processing Integrity, and Confidenti-
ality, evaluates financial service organizations’ operational 
controls, offering a structured approach to ensure systems 
meet rigorous standards for data protection and reliability 
[66]. This emphasis on system-level assurance underscores 
the potential for certification frameworks tailored specifi-
cally for AI systems, where unique risks and considerations 
require standards that align with both technological and 
ethical expectations in finance.

3  Certification for AI systems

The certification of AI systems presents a unique opportu-
nity to address short-term gaps in regulation. This section 
discusses the current certification landscape and explores 
the opportunities and benefits of AI certification.

AI system audits to ensure compliance with legal require-
ments. For instance, New York City has implemented Local 
Law 144 regarding automated employment decision tools 
prohibits employers from using an automated employment 
decision tool unless the tool has been subject to a bias audit 
within one year of the use of the tool [See detailed discussion 
in 56].1 Another example of such legislation is the Stop Dis-
crimination by Algorithms Act in the District of Columbia, 
which is currently under Council review.2 The bill would 
introduce auditing of algorithms for discriminatory patterns. 
In Connecticut, the Department of Insurance has issued a 
notice concerning the usage of big data, requiring compli-
ance with anti-discrimination laws and annual data certifi-
cation from insurers.3 Beyond legal compliance, audits can 
also evaluate an AI system’s adherence to ethical principles 
and values, such as fairness, accountability, and transpar-
ency [57, 58]. The auditing process may employ various 
techniques, including stress testing, sensitivity analysis, and 
adversarial probing, to assess the algorithm’s robustness 
and vulnerability to potential biases or failures [59].

It is worth noting that algorithmic auditing is a multifac-
eted endeavor, often requiring interdisciplinary collabora-
tion among experts from diverse fields, including computer 
science, law, ethics, and domain-specific knowledge rel-
evant to the algorithm’s application area [60]. Further, the 
auditing process itself must be designed and conducted in a 
transparent and accountable manner, adhering to established 
methodological standards and best practices.

As a developing field, there is considerable scope for the 
development of consistent certification and audit processes 
for AI systems. These challenges motivate our proposal for 
a comprehensive AI certification framework that addresses 
the need for context-specific, system level certification. 
Such a framework would aim to standardize the auditing 
process while allowing for the flexibility needed to address 
the diverse applications and potential impacts of AI systems 
across various domains.

2.4  Financial certification

Certifications within the financial industry are predomi-
nantly conducted at the individual level, where profession-
als receive credentials that validate their expertise, ethical 
standards, and commitment to best practices in specific 

1  See N.Y.C., N.Y., Admin. Code §20-870 (2021) (Local Law 144 to 
amend the administrative code of the city of New York, in relation to 
automated employment decision tools).
2  See Stop Discrimination by Algorithms Act of 2023, Council D.C., 
Bill 25-0114, Council Period 2025 (D.C. 2023).
3  Conn. Ins. Dep’t, Notice Concerning the Usage of Big Data and 
Avoidance of Discriminatory Practices (Apr. 20, 2022), ​h​t​t​p​s​:​​​/​​/​p​o​r​t​a​​​
l​.​c​​​t​.​g​​​o​​​v​​/​-​​/​m​e​​​d​i​a​​​/​C​​I​​D​/​​1​_​N​​o​​t​i​​c​e​s​/​​T​e​​c​h​n​​o​​l​o​​g​​i​e​​-​a​​​n​d​-​B​​i​g​-​D​​a​t​a​-​U​s​​e​-​N​o​t​i​
c​e​.​p​d​f.
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contribute to the challenges in achieving consensus on AI 
regulation [14, 77].

The complex interplay of these factors underscores the 
need for a more unified, global approach to AI certification. 
Such an approach could potentially mitigate the risks asso-
ciated with regulation shopping and provide a more consis-
tent framework for evaluating and ensuring the responsible 
development and deployment of AI systems across different 
jurisdictions.

3.4  Rapid development

The European Union’s Artificial Intelligence Act (AI Act) 
exemplifies how the difficulties of achieving cross-juris-
dictional consensus can result in considerable delays in 
regulatory action. The process began in March 2018 with 
the formation of the “High-Level Expert Group” [6], yet 
the final version was not agreed until March 2024. The AI 
Act has entered force after the pilot began in August 2024, 
months after publication in the Official Journal. Moreover, 
the provisions of the AI Act will not become fully obligatory 
until two years after it enters into force [78]. Despite the 
considerable achievement of creating AI regulation enforce-
able across 27 of the European Union Member States, the 
timeline from planning until the AI Act becomes official 
was seven years. This prolonged process stands in stark con-
trast to the rapid developments occurring in the field of AI.

The acceleration of AI development is evidence in both 
academia and industry. Between 2010 and 2022, the total 
number of AI publications nearly tripled [79], with around 
800 accepted at conferences focused on ethical and fair AI 
[56]. Industry adoption of AI has also increased dramati-
cally over the past decade. According to a 2023 McKinsey 
report, “55% of organizations now use AI (including gen-
erative AI) in at least one business unit or function, up from 
50% in 2022 and 20% in 2017” [80].

The rapid pace of development underscores the need for 
more agile regulatory mechanisms that can keep pace with 
technological advancements while ensuring responsible AI 
development and deployment.

3.5  Need for specialized and cross-sector expertise

Drafting appropriate RAI regulations necessitates highly 
interdisciplinary expertise. The complex and multifaceted 
nature of AI systems requires lawmakers to understand tech-
nical aspects of modeling, data processing, and interface 
design, among other areas, to draft consistently applicable 
regulations [81]. Consequently, this breadth of knowledge 
presents a significant challenge in establishing regulatory 
bodies well-suited to managing AI systems.

3.1  Summary of current proposals

Current research advocating for AI system auditing and cer-
tifications primarily focuses on hypothesizing ideal frame-
works for execution [9–11, 56, 67, 68]. These proposals have 
suggested various models that emphasize the importance of 
transparency, accountability, and fairness in AI, advocating 
for certification processes that can adapt to the diverse and 
rapidly evolving nature of AI technologies [18, 69].

Further studies has indicated that certification could 
improve consumer trust in AI systems [55, 70]. However, 
while there are few existing case studies, they are not 
designed to be iterable, third party, system level certifica-
tions for wide scale implementation [12].

3.2  Need for AI certification

The multifaceted nature of AI systems presents material 
challenges for traditional regulatory approaches. These 
challenges include: (1) the global nature of AI development, 
requiring harmonized regulatory approaches; (2) the rapid 
pace of technological advancement, which outstrips the 
adaptability of existing regulatory structures; (3) opacity in 
AI systems, hindering transparency and accountability; and 
(4) the need for context-specific expertise across consider-
able variations between AI systems and their applications.

3.3  Internationalization and generalization

As the development and deployment of AI systems rapidly 
increase, governments worldwide are beginning to imple-
ment their own directives regarding the use of AI within their 
jurisdictions [see, e.g., 3, 4, 71, 72]. However, the ubiquity 
of AI systems often transcends the jurisdictional purview of 
any single government [5], presenting a significant obstacle 
to comprehensive AI regulation on both national and trans-
national scales.

One particularly concerning trend is the emergence of 
“regulation shopping”, where AI companies choose to 
establish their businesses in jurisdictions with more favour-
able regulations [73, 74]. This practice has been identified as 
a risk in the context of increasing regulation in the European 
Union, where detailed terminology results in “innovations 
could be defined or framed by AI developers in a different 
way so as to fall inside or outside of the list, hence poten-
tially leading to under-enforcement” [75, 76, p. 3]. Under 
enforcement as such is worrisome. Countries might be 
incentivized to maintain this economic advantage by avoid-
ing appropriate regulation of AI systems [73, 74]. However, 
economic incentives are only one aspect of the challenge 
in international regulation. Differences in national legisla-
tion, regulatory approaches, and moral and social values all 
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overlap and inconsistencies in terminology [90, 91]. The 
lack of consistency in terminology creates considerable 
uncertainty in what specific technologies are subject to dif-
ferent rules [8, 13]. Even existing definitions have been dif-
ficult to convert into legal definitions and lawmakers have 
attempted to focus on specific risks to be more effective [71, 
92].

Given these challenges, we propose that specificity in AI 
regulation and certification can be conceptualized as a scale, 
ranging from “Universal” (lowest specificity) to “Imple-
mentation-Specific” (highest specificity), as illustrated in 
Fig. 2.

Universal regulations provide a necessary baseline, 
reducing uncertainty with an accessible starting point. 
However, their lack of specificity hinders actionability. 
Implementation-specific regulations allow for precise, con-
textualized requirements tailored to the unique risks and 
characteristics of a given AI system or application domain.

This spectrum of specificity suggests that effective AI 
governance may require a layered approach. Universal 
guidelines can establish overarching ethical principles and 
procedural requirements, while more granular standards 
incorporate domain knowledge to adequately address the 
nuanced risks and challenges posed by different AI applica-
tions. However, formulating regulations that are both spe-
cific enough to require strict adherence and also actionable 
for all AI applications, regardless of the individual system 
or industry, remains extremely challenging.

3.7  Benefits of AI certification

In response to these challenges, governments, industry 
stakeholders, and civil society organizations are increas-
ingly advocating for the development of comprehensive AI 
governance frameworks that can be utilized during this tran-
sitional period that lacks comprehensive legislation.

To adequately address the aforementioned conflicts, 
these frameworks must encompass a range of strategies, 
including regulatory reforms, ethical guidelines, certifica-
tion standards, and industry best practices, all aimed at pro-
moting RAI development and deployment.

AI certification has been recently recognized by govern-
ments and research bodies [see, e.g. 1, 2, 9, 93, 94] as a 

The European Commission’s “High-Level Expert 
Group”, tasked with issuing recommendations on address-
ing AI-related challenges and opportunities [82], has come 
under scrutiny for its apparent lack of practical expertise 
[83]. The criticisms highlight the importance of assembling 
regulatory bodies equipped with diverse expertise spanning 
technical, ethical, and legal domains to effectively navigate 
the complexities of AI systems.

3.6  Variations in systems and applications

The substantial variation between different types of AI sys-
tems and their use cases poses challenges for traditional 
regulatory approaches, which typically aim to be technol-
ogy-agnostic and functional, stipulating requirements based 
on the behaviors and outcomes rather than the specific tech-
nological implementations [see e.g., 84, 85].

However, this approach becomes difficult when dealing 
with the complexities inherent to AI systems. Practitioners 
convened this field from disciplines such as “logic, math-
ematics, engineering, philosophy, psychology, linguistics, 
and, of course, computer science” [86]. AI “is truly a univer-
sal field” [87], now encompassing various sub-fields, “rang-
ing from the general (learning, reasoning, perception, etc) 
to the specific, such as playing chess, proving mathemati-
cal theorems, writing poetry, driving a car, or diagnosing 
diseases” [87]. This diversity is evident in the stark differ-
ences between AI systems used for medical imaging [88] 
and those used for movie recommendations [89]. Errors in 
medical imaging could have severe consequences, necessi-
tating stringent requirements around accuracy, robustness, 
and interpretability. Conversely, movie recommendations 
have a lower potential for harm but still raise important con-
siderations such as data privacy and safety. The disparity in 
the need for explainability between these use cases further 
illustrates the challenge of creating universally applicable 
regulations.

The diversity of risk renders the formulation of univer-
sally adequate regulations extremely challenging. Overly 
general ethical AI guidelines may prove too abstract to pro-
vide clear, helpful, or enforceable guidance [7, 8]. On the 
other hand, highly specific standards tailored to individual 
use cases can become fragmented, leading to substantial 

Fig. 2  Specificity as a scale, illustrated with the examples of automated credit lending and skin cancer detection
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regulations or synergistically with existing work. Given 
the current lack of comprehensive legislation, certification 
has the opportunity to lay groundwork for future regula-
tory frameworks, providing invaluable insight from field-
tested efforts. Coupling standards and legislation has been 
successfully implemented in other sectors. For instance, the 
GlobalGAP certification is required by many governments 
before producers are allowed to sell goods in their countries 
[102]. Producers without certification face significant barri-
ers to entry in the respective markets.

Governments can also incorporate standards directly into 
their regulations [101], a process termed “directive orches-
tration” [see 103, 104]. To facilitate this type of regulation, 
public regulators can direct standards development through 
financial or technical support, known as “facilitative orches-
tration” [103].

Standards and certification play a critical role in inter-
weaving public and private governance mechanisms [105]. 
Furthermore, integrating certifications into other forms of 
regulations allows the burden of developing internal mas-
tery to be lessened by employing industry experts’ estab-
lished work in the given domain, streamlining the process 
of maintaining and auditing regulations.

3.7.3  Operational

The proliferating standards landscape has become increas-
ingly challenging to navigate, leading to difficulty in choos-
ing an appropriate standards. Terms such as “responsible 
AI” or “ethical AI” are not clearly defined or regulated and, 
therefore, can be used regardless of the actual effort invested 
in developing a responsible system. Despite the increase in 
RAI guidelines, recent evidence suggests that they are not 
directly actionable; Rakova et al. [7] presents evidence that 
the process is missing concrete guidance for industry prac-
titioners. Organizations are left awaiting future regulations 
that are not yet solidified and seeking actionable direction to 
formulate best practices [8, 106, 107].

Additionally, ambiguity in translation can dilute a term’s 
significance and lead to “ethics washing”, where organiza-
tions feign ethical consideration in order to improve pub-
lic perception [14, 108]. While several publications aim to 
organize this environment, including the Standards Hub, 
[109] of the Alan Turing Institute [90], and a report from 
the European Commission [91], but fully navigating all 
resources requires substantial time and expertise.

To address these challenges, it is necessary for an audit 
guide for RAI systems to detail implementable features and 
steps required for development, filling the specificity inher-
ently required by certification programs. This approach 
would reduce abstract complexity in the RAI guidelines and 
remove ambiguity that allows for ethics washing, overall 

promising intermediary solution. In this section, we will 
focus specifically on the capabilities and opportunities of 
an AI certification program to provide regulation during this 
time of limited applicable legislation.

3.7.1  Cross-jurisdictional

Certification systems are uniquely positioned to address 
the international nature of AI systems because they are not 
bound by jurisdictions. Being jurisdiction-agnostic allows 
it to combat one of the most significant challenges facing 
governmental AI regulation.

Certifications can mitigate competition between jurisdic-
tions while simultaneously creating increased standardiza-
tion for consumers, investors, buyers, and marketplaces. 
Several industries, including international banking, global 
agrifood, and environmental stewardship, have successfully 
implemented certification programs on a broad scale to 
address their own challenges with international governance 
[16, 95, 96]. These examples, along with hundreds of other 
programs operating internationally, have contributed to the 
growing reliance on certification programs to effectively 
regulate on a global scale [16, 17].

The development of a widely accepted AI certification 
program would be facilitated by the convergence of con-
cepts and themes drawn from most RAI guidelines, illus-
trating that RAI is a broadly understood concept [13, 14]. 
This convergence would aid in creating a foundation for 
standardization and harmonization across jurisdictions, sup-
porting and enabling future regulatory methods.

3.7.2  Agile and iterative

The rapid development of AI significantly outpaces national 
government processes for regulation. In contrast, standards 
allow for much faster implementation and updating due to 
their strict timelines. For example, ISO’s standards develop-
ment project timelines are 18, 24, or 36 months from incep-
tion to release [97, 98], substantially faster than typical 
government lawmaking.

Additionally, standards are better suited for timely 
updates because they are formulated with future adjust-
ments in mind [24]. Adaptability is facilitated by regular 
performance reports, mutual monitoring, joint evaluation, 
and peer reviewing, ensuring that each update provides 
improvement [24, 99, 100].

The agility of certification positions it as a highly effec-
tive tool to address immediate AI regulatory needs that 
legislation may not be able to handle in the near future. Stan-
dards with faster implementation and periodic updates can 
also be highly beneficial to governmental authorities [101]. 
Authorities can rely on standards in the interim of their own 
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domains: data and system operations, explainability and 
interpretability, accountability, consumer protection, bias 
and fairness, robustness, and organizational maturity. This 
allowed the financial institution time to gather all necessary 
documents for the auditors to adequately score each crite-
rion with supporting evidence.

To gain baseline insight into the system before the official 
audit began, eight scoping questions were used, addressing 
aspects such as use case, jurisdiction, industry, and auton-
omy of the system in question. The answers to these ques-
tions were intended to provide sufficient insight into the 
system and its use to determine the scoring scale for each 
criterion for this particular system to be certified.

During the pre-work period, the pilot trial objectives 
were explained to stakeholders within the certification-seek-
ing company. This included selecting appropriate points of 
contact within the financial firm for the sub-domains of the 
audit and assigning responsibilities. The goal was to ensure 
that knowledge of all aspects of the AI system and its appli-
cation context were present. Three employees were selected: 
two familiar with the system’s development and algorithm 
(from the AI and Data Department), and one familiar with 
the specifics and context of the use case (from the customer-
facing side of the system). Variety in employee involvement 
allows for representation of technical depth and practical 
relevance.

The goal of the pre-work sessions, specifically for the 
standards-setting body, was to understand the intricacies of 
the system in question. This helped adapt the certification 
criteria to this specific system, including adjusting the mini-
mum score requirements and selecting criteria applicable to 
the context.

After the six-week preparatory period, the formal audit-
ing process began. The auditors from RAII scored each 
criterion based on the provided documents and insights 
from the selected employees. To address emerging ques-
tions, weekly meetings were held with the three employees, 
a representative from the standards-setting body, and the 
auditors. The auditing process resulted in a scoring report 
authored by RAII that provided the firm with detailed scor-
ing, justifications of the assigned scores, and recommenda-
tions to improve scores for future audits (Fig. 3).

4.2  Insights from audit

The final report and scoring aggregated the results from 
seven domains: each one covers different aspects of the 
system’s development and deployment [119, 120]. Across 
regions and sectors, there are hundreds of self-regulatory 
frameworks on ethical or responsible AI [14, 77, 121]. These 
frameworks tend to have converging principles that priori-
tize transparency, accountability, fairness, robustness, and 

making a significant contribution to making RAI guidelines 
more usable and actionable [1, 93]. Ultimately, reputable 
certifications have the potential to set international norms 
for organizational practices in responsible AI [93].

4  Case study

This section provides detailed insights into a pilot trial of 
Responsible Artificial Intelligence (RAI) certification con-
ducted by the Responsible Artificial Intelligence Institute 
(RAII). We begin by introducing the certification-seeking 
system and the specific certification process, describe the 
resulting report, and conclude with learnings and recom-
mendations for future certification cases.

This case study was conducted to provide insight from a 
real-world application of RAI certification as a regulatory 
mechanism. It responds to a scarcity of practical, third-
party, system-level certification trials in practice. We offer 
a detailed analysis and reflection on the proposed regula-
tion mechanisms, critical for rapidly learning and revising 
existing approaches. This case study thus distils to action-
able best practices and lessons learned. We contribute to the 
evolving discourse on system-level certification programs 
for RAI systems.

In the following, we explore the integration and effective-
ness of evidence-based auditing within the financial indus-
try, specifically focusing on a low-risk, customer-facing 
recommender system. The institution, while anonymized 
for confidentiality, embodies modern banking operations 
where AI systems play an increasingly pivotal role.

4.1  Audit process

The goal was to supply a real-world evaluation of RAII’s 
criteria, as well as to promote knowledge sharing and col-
laboration between legislative and industry actors. 

The subject of the audit was a financial institution, chosen 
in part because of their RAI maturity, but also due to the vast 
influence of the industry. Financial institutions are prone to 
discrimination, and ethical practices within them are criti-
cal to maintaining human rights [110–115]. Additionally, 
this industry is familiar with the audit process and therefore 
well-equipped to participate in a smooth and insightful pro-
cess [116–118]. The low-risk nature of the system in ques-
tion made it an ideal candidate for testing our approach.

The pilot took place over ten weeks, with the first four 
weeks dedicated to pre-work sessions. During this period, 
the standards-setting body and auditors worked with the 
financial firm to prepare. This preparation involved brief-
ing the financial institution on the format of the audit cri-
teria, which included over 100 questions spanning seven 
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retail-product clients, outputting recommended alerts, solu-
tions, and products such as mortgage accounts and online 
banking. It tailors product recommendations to what each 
customer based on historical data. This portion of the mech-
anism is proprietary. This system employs machine learning 
models, a la logistic regression and decision trees. The most 
complex model used in this system is XGBoost [124].

The system’s prompts were directly provided to an inter-
mediary customer-service employee, who had the autonomy 
to decide whether to adopt the system’s recommendations. 
This means that there was a separation between the out-
put and any actions resulting from automated suggestions. 
Each of these employees received system use training, 
which included clearly articulating that they have the abil-
ity to ignore recommendations as they see fit. This specific 

non-maleficence [14, 122, 123]. The RAII developed these 
seven domains through stakeholder consultation, practical 
expertise, and following academic scholarship on respon-
sible AI. We provide an overview of the audited aspects and 
the results for this case study.

4.2.1  Data and system

Understanding the basic characteristics of the audited sys-
tem is crucial, given the need for an adaptable certification 
framework capable of adequately assessing a wide variety 
of systems. In this specific case, we examined a low-agency 
system that uses a client’s behavioral data to recommend 
conversation starters for employees interacting with cli-
ents. The system is designed to aid communication with 

Fig. 3  The proposed approach to certification, tailored to RAI system certification. It includes interim steps to tailor the assessment criteria to the 
specific system and its use case
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4.2.2  Explainability and interpretability

The next section investigated by this audit was explain-
ability and interpretability. While the definition of such 
terms are widely debated in the community [125], we take 
interpretability to mean understanding the internal mecha-
nisms for how a system arrives at an output [126, 127] and 
explainability to mean providing an explanation of system 
behavior to a stakeholder [128, 129]. Together these two 
forms of algorithmic transparency help ensure a system is 
compliant with any relevant regulations.

This section entailed questions such as: When denying 
an application for credit or taking another adverse action, 
what kind of explanation does the system provide to appli-
cants? This question had a required score of zero with the 
justification that the system not take adverse reactions and 
was therefore not applicable.

The non applicable nature of this question was also the 
case for many of the other questions in this section because 
the system is not customer facing. Much of this section 
focused on the end user having transparency to AI’s involve-
ment in decisions and its reasoning.

Further example of the reasoning for this can be seen 
in response to this question: To what extent was accept-
able end-user testing completed to ensure the end-user is 
properly interpreting outputs and has the needed insight 
to make decisions? which had the justification that it is not 
end-user facing (the operator might use recommendations 
of [REDACTED] in a conversation with the end-user, i.e. 
acts as a moderator), thus they do not have to interpret the 
output. An example of an applicable question to this system 
is: How and to what extent are operators informed about the 
reason and criteria behind your AI system’s outcomes? This 
question did not score the minimum required score because 
it was deemed that the operator is not aware why the system 
recommends specific conversation pieces. The only infor-
mation provided is why the [REDACTED] might not offer 
recommendations for an end-user.

4.2.3  Accountability

Although AI accountability is often broadly defined [130–
132], we take it to mean the obligation and ability to jus-
tify a system’s behavior or conduct to relevant stakeholders 
or authorities [130]. The subsequent section of this audit 
focused on accountability to ensure that the development 
and deployment of a system is performed responsibly.

This section’s questions largely focus on the systems 
interaction with its users. In this instance the users are the 
customer facing operators. Questions are meant to gauge the 
training of the operators and their understanding of the pur-
pose and risks of the system’s use.

dynamic, with an employee middleman, led to categoriz-
ing the system as low agency. Additionally, clients had the 
complete freedom to take action based off of a conversation 
topic recommended by the system or to not. The basis of this 
system did not dictate financial decisions for the firm itself 
and worked to improve customer experience with individu-
alization. Therefore, this system was unlikely to result in 
adverse effects and categorized as low-risk. Categorizing 
the system itself is critical both to understanding the cer-
tification’s specific requirements and results. This enables 
a better comprehension of how certification differs for sys-
tems with contrasting qualities. Unlike typical regulation, 
where the emphasis should be on the criteria, this requires 
a more hands-on approach to the preparations before the 
application of the audit guide.

The data and system section of this audit included ques-
tions such as: Does your AI system use training and testing 
data that accurately represents its end-users? With justi-
fication for this question provided as: A model’s training 
and testing data should represent its end-users accurately 
to increase the fit of the model’s operation with its practi-
cal application context. In the case of [REDACTED], this 
would be beneficial (e.g. increase accuracy), however, since 
it is a low-risk and low agency model, we do not expect 
negative consequences of a dataset less accurately repre-
senting end-users. The report also provides the resultant 
score, along with the maximum score possible and the pre-
determined required score. Each question also includes a 
justification for the assigned score. In the case of this ques-
tion it was: The data is directly collected from the end-users 
themselves. Additionally, [REDACTED] has the labels and 
the ground truth for all models, so our auditor was able 
to conduct a data set analysis in which they compare test 
and production data to identify data drift and other issues 
regarding a lack of fit to the end-users. [REDACTED] does 
not down sample the dataset which avoids a source of bias. 
Lastly, the report also includes a note about the document 
ion and evidence provided. For this question, it was labels 
and ground truth and the auditor’s test results. Additional 
examples of the questions asked to gather a complete view 
of the data and system include: Have you implemented safe-
guards to ensure training, validation, or testing data is fit 
for purpose?, Which practices were utilized during data col-
lection?, and To what extent does your team review ethical 
implications and their integration in your AI system’s design 
and oversight? Each of these questions were accompanied 
by their own justification for the required score, scoring, and 
reasoning for the scoring.
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end-users own indications and behavior, i.e. low level of 
inference.

This section also interrogated potential bias concerns 
with the users of the system and whether there was human 
bias training implemented, effectively evaluating bias and 
fairness concerns at all stages of development, deployment, 
and use.

4.2.6  Robustness

Robustness is critical to asses that an AI system can reli-
ably function across diverse situations. Robust AI systems 
are able to maintain functionality regardless of variations 
in input data or conditions, and do not sacrifice in terms 
of accuracy or fairness. Robustness has been tackled from 
many angles across the AI community [141, 142]; however, 
most pertinent to our discussion is the ability for systems 
to handle unexpected situations (or unseen test examples) 
without significant drop in performance. To evaluate this 
system’s robustness, auditors scored questions such as: How 
did your team decide on a finalized accuracy measure? The 
reasoning for the score was given as:  [REDACTED] stated 
the accuracy measure in the [REDACTED] Model Docu-
mentation. The choice was influenced by the ability to rank 
classification probabilities. Thus, they decided on three dif-
ferent accuracy measures, i.e. ROC curve, precision recall 
curve, and lift curves. This ensures that they can consider 
different aspects of accuracy simultaneously.

This section also investigated the system’s contingency 
planning to gain insight into how the institution and sys-
tem would handle adverse outcomes or unexpected behav-
iors and minimize the impacts from such occurrences. An 
example of this was asking how edge cases are handled. In 
this instance, the institution being audited had conducted a 
harms mapping exercise to detect potential harms so they 
can be mitigated during system development. Which was 
then tested by the auditors.

4.2.7  Organizational maturity

The final section of this audit centered on organizational 
maturity. This is critical to ensuring responsible integration 
and management of AI systems. Specifically this section 
covered policy and governance, with questions such as: Do 
your organization’s guiding principles/values/mission state-
ment include responsible AI (RAI) principles? As well as 
strategy and leadership, people and training, and AI system 
documentation.

This section also includes a subsection focusing on if this 
system is fit for its purpose which asks things such as: Is the 
model simple? If not, is there an explanation method for the 
complex model? as well as questions regarding testing and 
risk management practices to ensure there are appropriate 
monitoring and improvement mechanisms in place.

4.2.4  Consumer protection

Consumer protection within AI systems encompasses a 
range of potential harms, both legal and ethical, that may 
impact individuals using or affected by these technologies. 
In our context, harm refers broadly to any adverse impact 
on consumers, encompassing both legally defined harms, 
such as breaches of data privacy or fair lending protec-
tions, and ethical concerns, such as non-maleficence [115, 
133–135]. This section focused on consumer protections, 
which evaluates risks specific to broadly defined consumer 
harms. Questions from this section include: How is the pri-
vacy and intimacy of an individual or group protected in 
both the development and implementation of your system? 
and Which recourse mechanisms are available for AI system 
errors? Which had the justification: System has low agency, 
thus it does not make active decisions to which recourse 
would be required. However, it is useful to act upon system 
errors to improve the system’s operations.

4.2.5  Bias and fairness

Bias and fairness are critical considerations to establish-
ing ethical AI use that does not perpetuate injustices and 
inequality. Algorithmic bias can emerge from multiple 
sources, including but not limited to inadequate training 
data, poor model design, or the the exacerbation of exist-
ing societal inequalities. Even if a system is accurate, it 
may produce disparate outcomes for protected groups by 
perpetuating structural biases present in the training data 
[115, 136–138]. Mitigating bias and achieving fairness in 
AI systems requires continuous and contextual evaluation 
[139, 140]. The following section focused specifically on 
these factors. The questions evaluating these aspects asked 
about the development of the model such as: What type of 
bias/fairness definitions are used for testing before deploy-
ment? with reasoning for the question as: Fairness should 
be defined as it applies to the specific context of the sys-
tem, including considerations on who should be excluded 
from system use. and justification for the score assigned as:  
[REDACTED] follows an internal ethics review process for 
every system, using an Ethics & Bias checklist as well as 
an AI ethics risk assessment tool to understand the context 
of system deployment. In the context of [REDACTED] bias 
is unlikely since recommendations are made based on the 

1 3



AI and Ethics

equally comprehensive. Whilst this included changes in ter-
minology and wording, it also included conflating overly 
specialized criteria under broader aspects. To ensure that 
the sub-details are covered, we included them in the scor-
ing scheme used by the auditors so they can inquire further 
if unclear. The increased scope of the questions allows for 
there to be less questions and for the scoring to be much 
clearer for the audit seeking organization.

This first iteration of our RAI certification process high-
lighted the need for digestibility by the certification-seeking 
company. This is required to allow certification seeking 
organizations to benefit from the certification process and 
have the necessary information for subsequent improve-
ments. The ultimate goal of developing a certification sys-
tem for RAI systems is reliant upon enabling improvement 
in RAI creation and usage. Thus, it is essential that vital 
stakeholders in the certification-seeking firm are provided 
with actionable insights on what to improve regarding the 
development, deployment, and maintenance of the certified 
system. In the next iteration, there is an increase the level 
of digestibility, translating AI governance to make it more 
approachable for stakeholders across the board. The clarity 
afforded by the simplified format is anticipated to foster a 
deeper, organization-wide comprehension of the certifica-
tion’s importance and implications. Additionally, the audit 
process required more time and staff power than realisti-
cally possible for large-scale audits. Thus, in an effort to 
fully evaluate the system in a more efficient manner, we 
restructured the scoring method into a simplified set of 
choices with following options: (1) yes the criterion was 
met; (2) it was not met; or (3) this criterion is not applicable 
to the system. This new scoring method allows for more 
seamless and time-efficient adaptation to the evaluation of 
different systems. Additionally, the direct yes or no scoring 
puts immediate action points in focus, propelling meaning-
ful improvement.

Further resulting adjustments concern the auditor and 
accrediting body: Instead of a governmental organization 
being the accrediting body, RAII will fill this role going for-
ward. This is due to the fact that the AI-specific expertise 
and internal experts of RAII are challenging to match by a 
governmental agency. Additionally, the audit itself will be 
carried out by independent, third-party contractors. These 
contractors would be required to undergo training by and 
from RAII to become official RAI auditors. The auditor 
training is intended to strike the balance regarding required 
pre existing knowledge: if this can only be fulfilled by a 
few auditors, this concept it becomes unattainable con-
sidering that AI systems are increasingly widespread. On 
the other hand, if the audit requires a lower bar of exper-
tise, the certification’s meaning will be diminished. This 
dynamic of recruiting a large enough group of auditors that 

4.3  Summary

To conclude this audit final outcomes and key findings were 
provided. Each section detailed the culminated score for all 
associated questions. The points awarded for each question 
in the section was summed and divided by total possible 
points to provide a percentage score. Of the seven sections, 
this institution passed six, with a 50% in the explainability 
and interpretability section. The assessment outcome was 
therefore a pass.

This first iteration of the RAII certification process in 
practice provided insights into areas for improvement of the 
results’ comprehension for the certification-seeking com-
pany. Overall, this pilot was successful in meeting its pri-
mary objectives, providing a comprehensive evaluation of 
the AI system, assessing all relevant aspects and enabling 
a confident and accurate determination of its performance 
score. However, it has also left room for reflection on areas 
for improvement. While the system and all of its pertinent 
aspects were thoroughly evaluated and accurately scored, 
there ultimately were not clear enough conclusions for 
stakeholders to interpret.

Feedback from the company, coupled with internal 
reflection, highlighted that the audit criteria was too com-
plex for digestibility. Specifically, institution articulated that 
this scoring did not enable clear and straightforward areas 
for actionable improvement. This was in part, a result of the 
length of the audit and the manner of scoring, that included 
a scale that differed for each question and each section. It 
is critical for parties, besides the auditors and accreditation 
bodies to clearly understand how and where to adapt for 
more responsible AI practices. This is particularly impor-
tant because this pilot was done with a low risk system, and 
these factors will only be amplified as the risk associated 
with a system increases.

Additionally on the other end of this process, it was 
deemed that governmental agencies do not currently have 
adequate training, technical expertise, or resources to be 
involved as a standards setting body in this auditing process.

5  Discussion

Based off of key findings from the completion of this pilot 
program, we recognize opportunities for enhancement to 
increase its applicability and actionability in practice. Spe-
cifically, in terms of criteria efficiency and the introduction 
of a third-party auditor. Per these findings, it was deter-
mined that the criteria for scoring the AI system needed to 
be shortened and more straightforward. To address these 
issues, we now propose a significant overhaul of the cer-
tification criteria, written by the RAII which is shorter but 
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holder. To view a copy of this licence, visit ​h​t​t​p​​:​/​/​​c​r​e​a​​t​i​​v​e​c​​o​m​m​o​​n​s​.​​o​
r​g​​/​l​i​c​e​n​s​e​s​/​b​y​/​4​.​0​/.
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at simultaneously provides neutrality and specialized exper-
tise is critical. The auditors themselves do not necessarily 
need to come from any specific or technical background, but 
they must be adequately trained.

6  Conclusions

We propose a certification process for AI systems that is not 
only functional but also broadly applicable to AI systems’ 
various applications. Our approach emphasizes the impor-
tance of criteria that are both specific enough to be effective 
and flexible enough to accommodate the diverse contexts 
in which systems are used. This moves away from tradi-
tional, rigid certification frameworks and towards a model 
that allows for adjustments based on the unique character-
istics of each AI application. Unfortunately, it is not clear 
how practical third party certification will be, as our pilot 
reflects significant effort from multiple organizations. While 
we demonstrate a successful example of a third-party certi-
fication scheme, most organizations will opt to “mark their 
own homework” and avoid the introduction of a middle 
man. Without proportional enforcement of mandatory cer-
tification, organizations will not consider certification as 
an integral part of the responsible AI pipeline. However, 
there will be a gamut of “thought leadership” and “working 
groups” in the AI certification space, which may prove vac-
uous as interest dwindles. Nonetheless, third party certifica-
tion may be applicable for certain specific, narrowly-scoped 
high-risk systems. Following our case study, we suggest 
further modifications to the certification criteria, focusing 
on making each criterion more actionable and concise. Our 
pilot certification program provided valuable insights that 
informed these refinements, ensuring that the process is not 
only robust but also practical. We hope this work encour-
ages further interdisciplinary and international collabora-
tion among academia, industry, and government to establish 
effective AI regulations.
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